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Abstract

Knowing which transportation modes citizens use is critical for smart cities and planners.

We show that scanning pervasive Wi-Fi access points with mobile phones can enhance

GPS and geographic information to improve transportation detection and identify public

transportation modes while conserving battery. This approach yields an average F1 score

of 85% for inferring five common modes. Wi-Fi features improve detection accuracy of bus

trips, train travel, and driving compared to GPS features alone and can substitute for GIS

features. We conclude that crowdsourced Wi-Fi has been underutilized in transportation

research and can improve mobile travel surveys and urban sensing applications.
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1. Introduction

Transportation and urban researchers have long aimed to model transportation behavior,

measure how people traverse through time and space and understand the factors that pre-

dict travel-related decisions [1]. World-wide threats such as global warming, planning level
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problems such as sprawl, transportation issues such as congestion, and environmental health

concerns such as pollution are all tied to the modes we move by, namely our dependence on

automobiles [2, 3, 4, 5]. The linkage between the ways we get around and the costs these

actions create has recently compelled city planners and transportation practitioners to pro-

mote self-powered mobility options such as walking and biking [6] and develop sustainable

forms of public transit including bus and rail [7].2 At the same time, ubiquitous mobile de-

vices have equipped citizens, researchers, policy makers, and connected infrastructure with

new urban instruments to monitor, record, and respond to human behavior [8, 9, 10]. These

applications include the use of geo-spatial data to help people navigate through the envi-

ronment and decide which modes of transit to take [11], track human health and behavior

such as personal fitness [12, 13, 14], record personal exposures to hazards and environmental

toxins [15, 16, 17, 18], track individual impacts on the environment [19], and use location

based services [20, 21, 22]. Inaccuracies in these predictions can cause people to lose their

way3, introduce noise into exposure estimates, provide people with irrelevant information,

and compromise the promise of ‘smart’ infrastructure [23].

In previous research, a variety of built-in smartphone sensors have been used to estimate

the transportation mode of mobile individuals, with studies most commonly relying on

GPS and accelerometer data [24]. Other studies have leveraged the physical environment

around users using contextual clues from geographic information systems (GIS) data to help

distinguish between modes with similar velocities and accelerations [25]. However, recent

transportation inference approaches have underutilized a now ubiquitous layer of context

that threads through the urban fabric: Wi-Fi and Bluetooth traces.

In this report, we describe a novel mobile phone-based classification system that uti-

lizes pervasive mobile Wi-Fi and Bluetooth traces, in conjunction with GPS location data,

and contextual urban information, to improve inferences of transportation behavior, public

2One example of such a project is PRESTO (Promoting Cycling for Everyone as a Daily Transport

Mode), a project of the EUs Intelligent Energy.
3Location errors in map applications can have dire consequences for their users.

https://www.theguardian.com/technology/2012/dec/10/apple-maps-life-threatening-australian-police
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transit use, and urban mobility through increasingly connected environments. We show

that this method adds to what is achievable with GPS alone and we introduce new Wi-Fi

and Bluetooth features that extend the previous work [19] by inferring location through

unique adjacent Wi-Fi routers and directly identifying certain transportation modes using

the Wi-Fi routers’ names (i.e. their service set identifiers, abbreviated SSIDs) as well as

features derived from nearby Bluetooth data. Finally, we discuss the advantages of using

the Wi-Fi scans that smartphones already collect to improve transportation inferences while

minimizing power consumption on the go.

The paper proceeds as follows. In Section 2 we review existing research on transportation

mode detection. Section 3 describes the procedure, the underlying hardware, and software

used to collect labelled data for training the model as well as the selection of Wi-Fi, con-

textual and GPS transportation classification features. In Section 4 we train, test, and

evaluate a random forest classifier using real life labelled data. Finally, we conclude the

paper in Section 5.

2. Related Work

Past research on travel patterns has investigated the efficacy of several recording tech-

nologies and classification methods to infer the spatial mobility behaviors of people as well

as the transportation modes they use. In this first section we provide a brief overview of ex-

isting methods to record individual transportation behaviors and identify areas where GPS

and Wi-Fi traces, along with contextual information about the transportation network and

urban structure, can contribute to trip classification.

Early transportation research was often conducted by national agencies and utilized

phone-based surveys, mail-in surveys, or diaries to record estimates of transportation. These

self-report methods are subject to respondent fatigue, incompleteness, inaccuracies, biased

recall towards recent events, and under-reporting of brief or compound trips that are less

easily remembered [26, 27, 28].

The innovation of smartphones and declining response rate for traditional travel surveys

[29] has shifted recent research to drawn upon the aid of ubiquitous mobile phones. By
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extracting information from mobile phones researchers can improve the ecological validity

and make better models of smart city infrastructure [30]. Compared to other methods of

measuring human mobility that capture information about a single mode of transportation,

continuously collected mobile phone data can record traces of an individuals travel trajecto-

ries over multiple days and across multiple modes of transportation [31]. Some researchers

have made use of cell tower networks and end point localization over time to construct coarse

speed estimates in order to infer transportation mode. However, access to cell tower infor-

mation is limited by most APIs which only report the currently connected tower or often

none at all [32]. In [33, 34] signals from cell tower trilateration were used to estimate device

positions and identify the home location of mobile phone users. However, these location

estimates lacked spatial precision and were uncertain within a range of 320m – inadequate

for detecting short trips within a neighborhood.

Previous research on mobility inference has employed GPS signals to extract features

such as average and maximal speed during transportation in order to predict both stop

locations and transportation modes [35, 36, 37]. Unfortunately, the accuracy of GPS di-

minishes substantially when someone heads indoors [38]. In [39] it was found that GPS

alone was inadequate for registering most train and tram trips in urban environments in the

Netherlands. Researchers exclusively relying on GPS to infer urban travel behavior have also

had to discard large portions of the data to contend with poor GPS reception due to signal

deflection off of tall buildings and imprecise pedestrian localization due to slow movements

obscured by these deflections [40]. Given that a growing majority of the human population

lives in urban areas [41] and spend a majority of their time indoors, GPS alone provides

insufficient information to infer localized transportation and dwelling behavior independent

of other contextual information and supporting sensors.

Several studies have augmented GPS traces with contextual geographic information

about relevant adjacencies, including proximity to public transportation stops and networks

to help classify mobility data with mode of transportation [42, 43]. [25] found that including

contextual transit network features including the distance from a users measured location to

rail lines, bus stops and real-time bus locations markedly improves the precision of detecting
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motorized car and bus modes as well as biking. Without network information, these modes

are commonly confused since speeds can be similar regardless of whether someone is biking,

driving, or taking a bus, especially during periods of peak congestion. These approaches

rely on high frequency GPS sampling and a constant stream of external GIS information

processed on a central server which can be both computationally and battery intensive for

everyday mobile sensing applications and location based services [44].

Transportation mode prediction accuracy can be further increased by complementing

other mobile sensing methods with crowdsourced Wi-Fi scan information about ones sur-

rounding access points (APs). Utilizing Wi-Fi provides access to several new features such

as the longest visible router, change in the number of visible routers and variation in signal

strength of routers [32, 19]. [38] used the received signal strength (RSSI) of Wi-Fi AP scans

and a geolocation service based on these scans to detect dwelling behaviors more accurately

than with GPS alone, but did not classify mobile transportation states. Conversely, [45]

used the variance in Wi-Fi RSSI measurements to infer whether people were moving but did

not attempt to classify specific modes of urban transport between buildings. [46] combined

cell tower information and Wi-Fi to distinguish between stationary, walking, and driving

modes with 88% accuracy but excluded the often confused modes of bus, bike, and other

forms of public transportation that frequently exhibit similar travel speeds as driving [47].

In a critical paper, [24] conclude that Wi-Fi based RSSI features work well for coarse grained

transportation classification between still and mobile modes, but struggle to distinguish fine

grained differences between modes with similar speeds. Furthermore, others [48] point out

that Wi-Fi RSSI approaches have only been demonstrated with high scanning frequencies

of at least once every three seconds. It is unclear whether these results extend to the lower

scanning frequencies adopted by most mobile phones.

However, previous mobility studies have yet to fully utilize the information contained

in the SSIDs of Wi-Fi access points scanned from mobile devices. This information can

directly reveal the mode of transportation, e.g. buses in the Greater Copenhagen area have

free Wi-Fi access points on board named “Bedrebustur” which translates to “improved bus

trip” (see Figure 1). Similarly, all local trains in Copenhagen contain Wi-Fi access points
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Sensors Modes Users Time Accuracy

[45] Wi-Fi Moving, Still 2 12 hrs 92pct

[19] Wi-Fi, GSM Walk, Motor, Still 2 13 hrs 83pct

[24] Wi-Fi, GPS Walk, Run, Bike, Motor, Still 16 120 hrs 79pct

Table 1: Related research on Wi-Fi based transportation detection

Figure 1: Mobile Travel Diary App and Wi-Fi Scan

(A) presents the in-situ travel diary used by participants to record their transportation mode decisions while

they are on the move. (B) shows an example of how the Wi-Fi SSIDs associated with certain modes of public

transportation can be readily collected by crowd sourced Wi-Fi scans from mobile phones.

with the SSID “Stog Wifi”. The same goes for inter-city trains running between regions.

Additionally, other researchers outside of the transportation community have shown that

mobile Wi-Fi traces can be used in conjunction with concurrent mobile GPS signals to create

a crowdsourced map of Wi-Fi router locations [49]. Since the Android mobile operating

system already schedules regular Wi-Fi scans, this additional information can be paired with

mobile GPS data to increase the number of location samples without imparting additional

cost to the battery [50].
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Count of segments Total data hours

Self-powered 346 65.4

Car 67 25.0

Bus 67 16.6

Metro 24 4.2

Train 23 7.4

Total 527 118.6

Table 2: Sampling overview by transportation mode

3. Method

We used mobile phones to track movement data due to their ubiquity, convenience, dis-

creteness, and capacity to draw on multiple integrated sensors without requiring participants

to adopt additional equipment. Four participants recorded their daily transportation be-

haviors for a combined 119 hours of transportation and 527 trip segments spanning over 158

days.

The data we analyze below has been categorized into the following modes by the par-

ticipants: self-powered (i.e. walk or bike), bus, drive, train, and metro. An overview of the

total data used by mode of transportation is found in Table 2.

3.1. Data Collection Software

In order to acquire highly specific ground truth data for nuanced modes of transportation

(metro, train, bus, car, boat, etc.), we used in-situ travel diaries. To improve upon the

accuracy of previous ground truth methods that relied on post-hoc self-report data subject

to recall bias, imprecision, and omission, we devised a mobile ‘transportation journal’ app

that permitted people to log their detailed transportation behaviors in real time on their

cell phone (see figure 1). To increase ease of use, we only required participants to log the

transition points between modes (i.e. boarding a bus, parking a bike, exiting a train). Initial

pilot tests showed that people occasionally forgot to label all of their trips. We addressed

this issue by displaying the time when the latest entry was created. Furthermore, we added
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an ‘invalid’ button for people to label data for exclusion if they had forgotten to label one

or more previous mode changes. In order to ensure that the ground truth data accounted

for a diversity of spatial trajectories, trip distances, and transportation modes with high

ecological validity, we carried out a longitudinal collection.

3.2. Hardware and Sensors

For the study we employed Android phones using a custom app for data collection. The

app collected location, Bluetooth and Wi-Fi as detailed in [51]. The location data was

retrieved through the Google location API which uses a mix of GPS, Wi-Fi, and nearby cell

phone towers. The relevant phone sensors, i.e. Bluetooth, location, and Wi-Fi, were set to

register a measurement at least every five minutes. Additionally, it collected the results of

scans requested by all other 3rd party and system applications; this resulted in a median

scan interval of 15 seconds for Wi-Fi. The data from the phones’ accelerometer was not

included to minimize consumption of battery and storage usage.

3.3. Geolocation

The geo-location of the study participants was approximated using a mixed approach in

which we enriched location data from the Google Location API with additional Wi-Fi based

location point estimations. In order to infer the location we needed to estimate the location

of nearby Wi-Fi routers. After fusing with the spatial data, the temporal resolution of the

Wi-Fi location data was one location point per minute in frequently visited places. For

seldom visited locations, the temporal resolution approximated one location sample every

five minutes.4

The process of mapping out the Wi-Fi routers consisted of three main steps outlined in

the following:

1. Estimate the locations of routers

4This lower frequency in temporal resolution is the result of missing Wi-Fi router location estimates in

sparsely sampled regions where Wi-Fi data could not reliably contribute to location inference.
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(a) First, we remove potentially erroneous location estimations from users’ traces us-

ing a speed-based correction method (eliminating jumps with speeds over vmax =180

km/h)5 similar to a common approach for correcting oscillation between multiple

cell towers in CDR and sightings data research [53].

(b) Next, we extract ‘stay periods’ (periods with location updates at least every

tmax = 300 seconds and corresponding to location changes no larger than dmax =

30 meters).

(c) Subsequently, we identify router sightings, associating Wi-Fi routers to locations

where they were scanned (both through a ‘strict’ approach where a location and

a Wi-Fi scan happened simultaneously within the same second, and through a

‘relaxed’ approach where Wi-Fi scans happened within the previously extracted

stay periods).

(d) We then compute the geometric median of all sightings for a router as an esti-

mation of its location. During this step we also estimate noise (defined as the

percentage of sightings at a distance greater than rmax = 300 meters from the geo

median).

(e) Finally, we remove Wi-Fi routers with noise above nmax = 0.05 or with less than

smin = 5 sightings.

2. Estimate the location of each scan by computing the geo-median location of all the

scanned routers with known corresponding locations.

3. Combine Google Location API data with our Wi-Fi based estimations and remove

jumps from the combined trace corresponding to speeds over 180 km/h or spatial

precision exceeding 150m.

5These thresholds were determined on the basis of the properties of the underlying data: tmax = 300 s

corresponds to the configured sampling period; dmax = 30 m corresponds to the reported accuracy of location

estimations from Google Location API; rmax = 300 m corresponds corresponds to the maximum range of

an off-the-shelf Wi-Fi router; vmax = 180 km/h is a liberal limit of how fast one can move using the

transportation modes we investigated. Previous research using Wi-Fi data collected the same way showed

that mobility traces estimated using different thresholds do not differ significantly [52].
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This method is based on previous work [49], but introduces two modifications: (1) we use all

Google Location API data, not only GPS estimations, (2) we allow for sightings within stay

periods rather than only allowing for sightings where the Google Location API estimation

happened at the same second as a Wi-Fi scan. In this way, we are able to estimate the

location of a larger fraction of routers without sacrificing the accuracy of the estimations.

3.4. Segmentation

For transportation researchers interested in gross mobility between different locations,

segmentation approaches enable improved estimates of transportation mode by breaking

sequences of location points into smaller trip segments with each segment corresponding to

a unique mode of transportation [54]. Our segmentation strategy consists of two main steps,

see Figure 2 for an overview of the process.

First, we identify long stops, which we define as places where people dwell for an ex-

tended period of time. These are used as the basis for initiating and completing sequential

trips. For computing long stops, we utilize the low frequency (every 5 minutes) raw location

data and apply the stop detection algorithm outlined by [55]. We set the radius for cate-

gorizing a stop to 200 m. By detecting when people stop at a particular location and dwell

within the immediate vicinity for more than 15 minutes and excluding these major stops

from the transportation classification, we can constrain the classification to target people’s

transportation behavior from one stop to the next.

Second, we estimate short stops – locations where people pause during their trips (e.g. wait-

ing at a bus stop, grabbing a coffee to go, etc.) and may be transitioning between transit

modes.6 Here we use higher frequency (every 15-30 seconds) merged Wi-Fi geolocation data.

Short stops are computed using the same procedure as above but only require that a person

remain in the same place for more than 5 minutes. Additionally, we use the high frequency

short stops to more precisely estimate the arrival and departure times to and from long

stops, complementing the low frequency raw location data.

6We make this distinction as the estimated location from Wi-Fi scans made errors on estimating stop

locations if the router moved over the observed period.
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Figure 2: Trip Segmentation and Feature Extraction

The figure above highlights our segmentation and feature extraction strategy. In Step 1 the data collector

app records GPS + Wi-Fi location traces. Step 2 segments trips using long (blue) and short stops (grey)

and extracts features for training the model with labelled trips. Step 3 applies model predictions to classify

trips with transportation mode.

3.5. Features

We computed a comprehensive set of features based on sensor data, i.e. Wi-Fi, Blue-

tooth, and geo-location combined with contextual data. We describe the group of features

associated with each of our data types below. An overview of all the computed features is

found in Table A.4 in the SI.

The features using spatial data can be broadly categorized into ‘direct measures’ and

‘indirect measures’ using the infrastructure context. We computed the direct measures of

speed and acceleration for each user from their location data. Additionally, we also com-

puted a number of indirect contextual measures using the public infrastructure of Zealand

(the region of Denmark that contains the metropolitan area of Copenhagen). We also com-

puted the distance to the nearest railway and metro line for each user location point using
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OpenStreetMap data for Denmark, cf. [56]. Furthermore, we calculated the distance to each

bus route (within 5 km of the segment). We expected this feature might help to indicate

whether or not a user was following a particular bus route. The bus-route data was obtained

from Rejseplanen (a Danish route planning service) in General Transit Feed Specification

(GTFS) format [57].

We employed Wi-Fi and Bluetooth scanners to compute several features including the

total number of scanned access points within a minute, the number of scanned access points

per scan, and the turnover in access points (measured by Jaccard similarity). We also

collected the Wi-Fi SSIDs of nearby access points. Specifically, for each minute we counted

the average number of scans containing one or more SSIDs that corresponded to publicly

available Wi-Fi APs from either buses or trains. The collected SSIDs contained verified

indicators of the associated mode of transportation, such as the previously mentioned ‘better

bus tour’.

Whenever one or more features were missing for a given minute, e.g. missing a scan or

when the accuracy was below the previously stated threshold, we used linear interpolation

to impute the values.

4. Results

Using the collected mobility traces, we constructed a model to infer transportation mode.

We trained our model to classify each minute bin within a transportation segment inde-

pendently and then applied majority voting on independent predictions from the minute

classifications to infer one transportation mode per segment.

4.1. Classification approach

We used the random forest classifier to infer the transportation mode [58]. This model

relies on estimating multiple decision trees on different, random sub-samples of the data.

This technique, known as bagging, requires little hyper-parameter optimization but yields

high performance in terms of model accuracy. We implemented our approach using the

scikit-learn package for machine learning in Python [59].
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We trained and tested the random forest model in two steps. In each of these steps

we trained and tested models by splitting the data into five stratified folds using users’

segments (not the minute level labels).7 Within each of the five folds, we rebalanced the

training and the test data sets by modes using upsampling with replacement. This way,

the model learned equal prior probabilities for each mode’s occurrence, without absorbing

the underlying imbalance in the collected data (self-powered transportation was otherwise

over-represented in the collected data).

In the first modelling step we trained random forest classifiers with the default parame-

ters, except for setting the number of estimators to 200. We then performed feature selection

by iterative deletion of the features with the lowest reported importance. This step was re-

peated until the performance (measured out-of-sample) began to decrease.

The out-of-sample model evaluation was computed by making a prediction for each

segment in the test bins; the overall prediction was then defined as the most often predicted

value within the segment, i.e. the mode. We found that the drop in performance occurred

when the number of features was reduced to approximately 10 from the original 21.In order

to reduce the dependence of the random split of the data into test and training folds we

repeated this step 50 times.

The second modelling step consisted in choosing the optimal hyper-parameters of the

random forest model. We varied the following four parameters for the construction of trees:

i) maximal depth of the trees chosen from either square root or log of feature number, or

no maximum; ii) the model performance measure chosen from Gini or entropy; iii) max

tree depth chosen from 1, 2, 3, 4 or no maximum; iv) minimum number of sample splits

in each tree chosen from 2, 5, 10 and 20.8 We performed the tuning by performing five

repetitions of 5-fold cross validation. At each instance we trained and tested each model on

7Measures such as speed and distance to public transportation infrastructure can be correlated between

consecutive samples in the same segments. Therefore, in order to prevent over-estimating the model’s

predictive performance, we ensured that the model was trained on samples from different segments than it

was tested on.
8We also tried varying the number of trees but it had little effect and we fixed at 200.
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F1 Precision Recall

All modes 0.85 0.86 0.85

Self Car Public 0.86 0.86 0.86

Self Other 0.88 0.89 0.88

Table 3: Mean performance for selected models.

The above table contains the mean accuracy measures. Note the measures of accuracy are only measured

for each of the models for the final settings selected from parameter fine tuning.

the different fold splits; this was done for each of the three model types and for each set of

hyper-parameters.

4.2. Classification results

We estimated three different machine learning models using the approach outlined above:

‘All Modes’, using all five modes of transportation (self-powered, car, bus, metro, and train);

‘Self Car Public’, a grouped classification where the five modes are collapsed into self-

powered, car, and public transport (bus, metro, or train), and; ‘Self Other’, the simplest

model inferring only self-powered vs. all other (externally powered) modes. The overall

performance for the selected models is shown in Table 3. We present a breakdown of these

models by F1 score for specific transportation modes in Figure 3 and all accuracy measures

by mode in Table A.5.9

An overview of the models’ selected features and associated feature importance values

can be found in Figure 4. This breakdown shows that the number of scanned Wi-Fi routers

for train was the most important feature in the All Modes model. The number share of

Wi-Fi scans containing the name SSID for bus was a relevant feature for both the All Modes

model and the Self Car Public model. Other noteworthy sensor-based features include the

number of Bluetooth unique IDs, and the share of public Wi-Fi APs broadcasting a name

that corresponds to bus or train.

9All visualizations of our results were created using Matplotlib [60].
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Figure 3: Performance by transportation mode.

The performance is measured in terms of modes individual F1 score. Note the accuracy is only measured

for each of the models for the final settings selected from parameter fine tuning. The error bars are 95 pct.

confidence intervals where standard errors were computed from each of the test predictions.
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Figure 4: Feature importances for random forest classification models.

The interpretation of colors is as follows: blue represents pure location trajectory measures without GIS;

orange refers to Geograhic Information System (GIS) data; green represents WiFi and Bluetooth features.

The feature importance values are computed for each random forest model at the time bin (i.e. minute)

level. Note the feature importance is only shown for each model type for the best performing model.

The ‘All Modes’ model with all five modes (i.e. self-powered, car, bus, metro, and train)

performed with a mean F1 score of 0.85. This score breaks down into a mean precision of

0.86 and recall of 0.85. In terms of identifying a specific mode, the F1 score for train was the
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highest, followed by metro, see Figure 3. As mentioned earlier, policy makers working with

infrastructure are often interested in the breakdown of transportation mode by driving vs.

public mass transport vs. self-powered alternatives [7]. This model— here referred to as

‘Self Car Public’—achieved a mean F1 score of 0.86. The mean precision and recall were

0.86 and 0.86 respectively. For individual modes, the performance in terms of F1 score is

roughly equal for the three modes but with car having the top performance, see Figure 3.

4.2.1. Removing Wi-Fi SSID features

The feature importance indicated that Wi-Fi features for presence of bus and train are

salient for determining the mode of transportation. We test this by inspecting the change

in performance when removing the features for presence of bus or train Wi-Fi hotspots.

As shown in Figure 4, removing the features negatively affects the performance. We also

compared the performance in terms of difference in mean F1 score with vs. without these

features. Finally, we measured performance at the minute level for a naive model with all

the available features and default settings for random forest scikit-learn. We compared gains

both in the case where we kept the features containing contextual geographic information

(GIS) about proximity of bus routes and railway and where we removed those same features.

An overview of the differences can be found in Figure 5. Across all the models remov-

ing the geographic context causes the largest drop in performance; especially for the ”All

Modes” and ”Self Car Public” models. A breakdown of improvement in F1 score by specific

transportation modes is found for the All Modes model in Figure 6. The SI contains the

corresponding figure for the ”Self Car Public” model, see Figure A.8.

In the comparison with geographic (GIS) features, the largest decrease in mean F1 score

across modes is for the model Self Car Public of approximately 0.04, corresponding to an

increase in error rate by 25 pct. The drop was driven by decreases in mean F1 score of 0.05

and 0.06 for the public and car mode categories respectively, see Figure A.8. In the model

with all modes removing the Wi-Fi SSID features resulted in an overall drop in average F1

score by 0.02 which corresponds to an increase in error rate by 11 pct. Again, the drop

was most severe for bus and car where the drops carried a difference in F1 score of 0.04, see
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Figure 5: Performance difference from removing Wi-Fi context for train and bus.

This figure shows the mean difference in F1 score and associated 95 pct. confidence interval associated

with removing Wi-Fi context features for each model. The comparison is shown both with and without

Geographic Information System (GIS) context features. The removed features measure the share of Wi-Fi

scans that contained a router with a name corresponding to that of public buses and trains. The mean was

calculated from 500 repetitions of 5-fold cross validation. The std. errors were computed from the mean F1

score across modes and folds for each repetition.

Figure 6.

Without geographic (GIS) features the largest decrease in mean F1 score across modes

is for the All Modes model. The drop in performance for this model was approximately

0.11, corresponding to an increase in error rate by 54 pct. The drop was driven by large

performance increases for identification of car, bus and train - their associated difference in

F1 score were approximately car=0.10, bus=0.16 and train=0.26, see Figure 6. This drop

corresponds to increases in error rates of 55 pct. for car; 53 pct. bus, and; 211 pct. for

train, i.e. more than a three-fold change. In the model considering self-powered vs. car vs.

public the drop was 0.07 in F1 score (corresponding to an increase in error rate by 37 pct.).

This drop was also driven by decreased performance for inferring car or public transport,

see Figure A.8.
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Figure 6: Performance difference by mode from removing Wi-Fi context features, model All modes.

This figure shows the impact on models’ F1 score by mode from removing the features measuring presence

of bus and train Wi-Fi routers. Numbers are computed as in Figure 5. The differences are computed both

and without GIS context. The gray bar shows the minimum F1 score (from with and without the Wi-Fi

features) and the colored bar on top shows the difference in performance. Removing the Wi-Fi context

features results in a performance drop for all modes but Metro where there is a negligible gain; this holds

both with and without GIS context.

4.3. Findings

We built three models with individual and grouped transportation mode categories. As

expected the model with all modes had the lowest performance (F1=0.85) and the model

with the fewest modes had the highest performance (F1=0.88). For the model with all

modes, the variation in performance across modes ranged from around F1=0.75 for bus to

F1=0.92 for train. Overall, the two other models had more uniform performance. Our level

of performance is comparable to recent machine learning models using data from GPS and

accelerometer applied to segment level classification [44].

We have documented that the features measuring the presence of Wi-Fi hotspots provided

in train and bus do in fact have considerable impact on the model performance. The increase

is substantially greater in the case where we removed the geographic contextual information

about distance and in particular for the model with all modes. The drop for this model was

mainly driven by decreased performance of motorized transport (car, bus, and train) which
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had increased error rates in the range of 50-200 pct. Moreover, as the drop in performance

from removing the GIS features is small, our results show that it is possible to substitute

Wi-Fi contextual information in the place of GIS for trains and buses.

5. Conclusions

5.1. Discussion

Even though large private organizations use smartphones to map nearby Wi-Fi access

points and improve location positioning, see [61, 62], Wi-Fi and Bluetooth data has yet to

be fully utilized by city officials and public researchers to improve the detection of how we

get around in general and use public transportation modes in particular.10 In this paper we

introduced Wi-Finding, a novel method to leverage the contextual information embedded

in Wi-Fi and Bluetooth traces to infer transportation mode choice for people on the go.

5.2. Main Findings

We found that semantic clues embedded into connected public transportation modes as

public Wi-Fi can directly disambiguate and help identify many commonly confused modes of

transportation including bus, train and cars. Moreover, the clues from adjacent Wi-Fi APs

were shown to perform well as a viable substitute for GIS features, e.g. distance to railway

and bus routes. Checking whether Wi-Fi names contain the contextual clues associated with

the mode of transportation requires very little computation. These features could serve as

an important ingredient in making location based services for smartphones and smart cities

that rely on the classification of transportation mode.

Differing from previous research, ours is the first study to demonstrate the viability

of Wi-Fi features to contribute to the classification of five common urban transportation

modes. Our work is the inaugural Wi-Fi classification study for the public transportation

modes of bus, train, and metro. These latter modes are especially relevant for cities seeking

10Apple use Wi-Fi in location data in the Apple iPhones, see for instance ”Apple Q&A on Location Data”

from 2011.
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to promote and evaluate sustainable alternatives to car-based transportation. The ubiq-

uity of smartphones that already collect proximate Wi-Fi access points at regular intervals

and the relatively lower energy consumption of such sampling compared to GPS sensors

[24, 50] support the viability of our method as an alternative, or supplement, to existing

transportation mode detection algorithms.

Beyond these contributions, our approach may have practical applications as well. Given

the growing societal awareness of the distracting capacity of mobile devices to endanger

drivers, our approach may help adaptive mobile interfaces distinguish between two varying

use cases: when someone is driving a car and may need to focus on the road vs. when

someone is taking public transportation and may seek screen-based entertainment or social

interaction. Hence, our algorithm may assist the contextual awareness of ‘lock while driving’

screens.

5.3. Limitations

Although our Wi-Finding method demonstrates promising initial performance, subse-

quent research can seek to increase the temporal, spatial, socio-demographic, and modal

diversity represented. Our study sample consisted primarily of a small set of researchers

and students from two different universities spanning the greater Copenhagen metropolitan

area, with one located near the city center and the second located in a northern suburb.

Although this study featured an extended period of data collection to boost temporal repre-

sentativity across the year, the sample consisted primarily of young students and researchers

that represent a narrow temporal window over the human lifespan. Furthermore, this group

is non-representative of the full spectrum of the population’s socio-economic and demo-

graphic diversity. As a consequence, spatial trajectories and trip purposes were likely biased

towards this particular group’s interests and socio-demographic characteristics. One caveat

of the current study is that contextual Wi-Fi SSIDs are not consistent between cities and

thus need to be added and maintained for each urban context. Furthermore, this method

relies on a dense network of encompassing Wi-Fi APs. [46] and [63] have pointed out that

the performance of network endpoint localization is dependent on a dense array of endpoints
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commonly found in most urban areas but can diminish as the density of endpoints decrease

towards recreational and/or residential areas.

5.4. Future Research

Even though we leverage Wi-Fi features to help identify five common urban transporta-

tion modes, future research can go further. Researchers can seek to derive additional Wi-Fi

or Bluetooth features to enhance classification, for instance using turnover in nearby Wi-Fi

APs or beacons to further enhance the identification of stationary stops and segmentation

of sequential trips. Similar to previous GPS feature engineering approaches that treat the

loss of GPS signal as a contextual clue, an absence of Wi-Fi may also be used as a feature to

potentially improve estimates of mobility in underground modes of transportation such as

metros. Furthermore, the turnover of flagged SSIDs associated with public transportation

Wi-Fi APs may be used to assist with segmenting the beginning and end of public transit

trip segments where users are on the go and dont stop moving when transitioning between

modes (eg. exiting a bus and walking to a destination). Another possible agenda is to infer

which Wi-Fi or Bluetooth APs are moving and if so how many people follow its trajectory

and whether the trajectory tend to match a public bus route or railway.11 Finally, similar

latent semantic information embedded into Wi-Fi APs may also provide opportunities to

understand trip purposes, contexts and associated activities [64]. Taxies, ferries, planes,

and emergent forms of public transportation increasingly offer free Wi-Fi with transparent

network names that can improve mode identification. Moreover, while this study only con-

sidered the application of Wi-Fi traces collected through active solicitation of consenting

mobile phone users, further research may also seek to infer transportation modes passively

using Wi-Fi probe data [65, 66, 67].
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sensor feature

bluetooth unique ids

jaccard

spatial velocity

acceleration

train dist min

metro dist min cph

bus dist min

wifi count scans

unique ids

empty scans share

unique routers scan mean

jaccard

bus ssid share max

train ssid share max

Table A.4: List of features computed
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Figure A.7: Feature selection: performance and number of features

This figure shows the overall F1 score and number of features. The number performance for number of

features was computed iterative removal of the worst feature.
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F1 Precision Recall

All modes Self-powered 0.80 0.76 0.85

Car 0.82 0.81 0.85

Bus 0.76 0.82 0.71

Metro 0.92 0.97 0.89

Train 0.94 0.93 0.95

Self Car Public Self-powered 0.85 0.84 0.87

Car 0.87 0.89 0.87

Public 0.85 0.86 0.84

Self Other Self-powered 0.88 0.90 0.87

Other 0.89 0.87 0.90

Table A.5: Mean accuracy by mode for selected models.

The above table contains the mean accuracy measures by mode the three models. Note the measures of

accuracy are only measured for each of the models for the final settings selected from parameter fine tuning.

Appendix A. Supporting Information

Appendix A.1. Supporting tables and figures
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data quality measurements and spatiotemporal uncertainty in human mobility studies, in: Geographic

Information Science at the Heart of Europe, Springer, 2013, pp. 247–265.

[54] F. Biljecki, H. Ledoux, P. Van Oosterom, Transportation mode-based segmentation and classification

of movement trajectories, International Journal of Geographical Information Science 27 (2) (2013)

385–407.

[55] A. Cuttone, S. Lehmann, J. E. Larsen, Inferring human mobility from sparse low accuracy mobile sens-

ing data, in: Proceedings of the 2014 ACM International Joint Conference on Pervasive and Ubiquitous

Computing: Adjunct Publication, ACM, 2014, pp. 995–1004.

[56] OpenStreetMaps, Planet dump retrieved from https://planet.osm.org. Available from

https://www.openstreetmap.org., version: July 12, 2016.

[57] Google Inc., General transit feed specification reference, Accessed at

http://developers.google.com/transit/gtfs/reference, version: July 12, 2016.

[58] T. K. Ho, Random decision forests, in: Document analysis and recognition, 1995., proceedings of the

third international conference on, Vol. 1, IEEE, 1995, pp. 278–282.

28



[59] F. Pedregosa, G. Varoquaux, A. Gramfort, V. Michel, B. Thirion, O. Grisel, M. Blondel, P. Prettenhofer,

R. Weiss, V. Dubourg, et al., Scikit-learn: Machine learning in python, Journal of machine learning

research 12 (2011) 2825–2830.

[60] J. D. Hunter, Matplotlib: A 2d graphics environment, Computing In Science & Engineering 9 (3) (2007)

90–95. doi:10.1109/MCSE.2007.55.

[61] S. Yang, P. Dessai, M. Verma, M. Gerla, Freeloc: Calibration-free crowdsourced indoor localization, in:

INFOCOM, 2013 Proceedings IEEE, IEEE, 2013, pp. 2481–2489.

[62] D. Wu, Q. Liu, Y. Zhang, J. McCann, A. Regan, N. Venkatasubramanian, Crowdwifi: efficient crowd-

sensing of roadside wifi networks, in: Proceedings of the 15th International Middleware Conference,

ACM, 2014, pp. 229–240.

[63] A. LaMarca, Y. Chawathe, S. Consolvo, J. Hightower, I. Smith, J. Scott, T. Sohn, J. Howard, J. Hughes,

F. Potter, et al., Place lab: Device positioning using radio beacons in the wild, in: International

Conference on Pervasive Computing, Springer, 2005, pp. 116–133.

[64] J. H. Kang, W. Welbourne, B. Stewart, G. Borriello, Extracting places from traces of locations, ACM

SIGMOBILE Mobile Computing and Communications Review 9 (3) (2005) 58–68.

[65] C. E. Kontokosta, N. Johnson, Urban phenology: Toward a real-time census of the city using wi-fi data,

Computers, Environment and Urban Systems 64 (2017) 144–153.

[66] M. Traunmueller, N. Johnson, A. Malik, C. E. Kontokosta, Digital traces: Modeling urban mobility

using wifi probe data.

[67] C. Chen, J. Ma, Y. Susilo, Y. Liu, M. Wang, The promises of big data and small data for travel

behavior (aka human mobility) analysis, Transportation research part C: emerging technologies 68

(2016) 285–299.

29


